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Luminary: Physics AI Platform
Introduction to Luminary

Platform for training & deploying Physics AI models

Multiple deployment form factors

Full data generation and data ingestion support

Host multiple AI model architectures
- DoMINO
- GeoTransolver
- SMART
- more coming shortly

Agentic and SDK interfaces
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Luminary platform capabilities diagram
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Large Simulation 
Datasets

Experimental Data

Operational and 
Sensor Data

Physics AI Model

Stage 1 Model Training

New Geometry 
& Operating Conditions

Physics AI Model Full-Field 
Physics Prediction

Stage 2 Model Inference

TIME TO SOLUTION
DAYS → SECONDS
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Outline

Base Model Architecture: Luminary-SMART with Out Of Distribution OOD) detection & UQ

From-scratch results

Fine tuning results
- from adjacent dataset: SHIFTSUV
- from lower-fidelity: RANS checkpoint
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Core Content

Physics-Informed ML
- data assimilation: sparse measurement corrected predictions
- Physics-informed loss formulations

Quick Hits
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Base Model Architecture
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Architecture after Hagnberger and Niepert, arXiv:2601.18707. Luminary-SMART is a clean-room implementation, production-hardened with UQ, OOD detection and multi-physics support.

Architecture type: Transformer based

Point cloud inputs at inference

Key benefits
- inference-time resolution independence
- scalable for training

Technical blog: 
https://luminary.ai/resources/luminary-sma
rt-the-new-state-of-the-art-model-architec
ture-for-large-physics-models/

Luminary-SMART

SMART architecture paper
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Luminary-SMART
Base Model Architecture
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Learnable tokens re-sample the raw point cloud at every layer, so there is no fixed discretization left for the network to memorize.

INPUT  ·  RAW CAD ENCODER LATENT GEOMETRY DECODER OUTPUT  ·  ANY QUERY

Surface point cloud with multi-scale 
signed-distance features. No mesh is ever built.

Block 1 Block 1
E(1)

Block 2 Block 2
E(2)

Block 3 Block 3
E(3)

Block L Block L
E(L)

Full field at any query point, at any resolution, 
straight from CAD.

ξ   Mach, AoA, yaw P   query points

Every block subsamples the point cloud afresh, cross-attends to it, 
and hands out a refined latent geometry.

Decoder block ℓ cross-attends to the encoder's latent geometry at 
the same depth, then updates the field at the query points.

Architecture after Hagnberger and Niepert, arXiv:2601.18707. Luminary-SMART is a clean-room implementation, production-hardened with UQ, OOD detection and multi-physics support.
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Luminary-SMART
Base Model Architecture
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Raw geometry

CAD geometry 
model (BREP or 
Discrete)

Point cloud

Surface points with
multi-scale signed-
distance features

Geometry tokens

K learnable tokens
re-sample the point
set at every layer

L× encoder

Geometry cross-
attention; FiLM
modulation by ξ

L× decoder

Block ℓ attends to
encoder block ℓ's
latent geometry

Fields at queries

Any resolution.
Queries stay
independent

01
No mesh at inference
The model never sees a simulation mesh, so it cannot 
learn one. Query it directly on raw CAD.

02
Queries are independent
No attention across query points. Evaluate one point or 
fifty million; tile the domain and the answer is identical.

03
Parameters are native
Flow parameters can  modulate the network itself, so 
one model can spans operating envelopes.

Learnable tokens re-sample the raw point cloud at every layer, so there is no fixed discretization left for the network to memorize.

Architecture after Hagnberger and Niepert, arXiv:2601.18707. Luminary-SMART is a clean-room implementation, production-hardened with UQ, OOD detection and multi-physics support.
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From scratch results
From Scratch: Standard Splits

Expected Insight: as we train on more data, the score gets better

Sampling: 16k surface, 64k volume points

Hardware: 2xH100, 500 epochs, 16 hours (full)

What is the Overall Score hiding?

9



Luminary Public

From scratch results
From Scratch: Standard Splits
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Overall Score breakdown:
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Overall Score breakdown:
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Overall Score breakdown:
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From scratch results
From Scratch: Standard Splits
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Run 382: from test set, median error across metrics

Cp: centerline



Luminary Public

Uncertainty Quantification: Per Sample Fields
From Scratch: Standard Splits

We generate prediction intervals using a 
parallel MLP branch with post-training 
Conformal calibration 1, 2, 3. 

This gives prediction intervals on predicted 
fields (pressure, shear stresses, etc) and 
scalars Cd, Cl, etc).

Both training and inference of the UQ branch 
are < 1% of the SMART model.

Guaranteed coverage both marginal and 
per-sample. Per-sample Cd Predictions with 90% error bars on the 50 

held out cases.  Coverage 44/50.

[1] M. C. Kennedy and A. O'Hagan, "Predicting the output from a complex computer code when fast approximations are available," Biometrika 87(1):1–13, 2000. doi:10.1093/biomet/87.1.1 
[2] H. Papadopoulos, A. Gammerman and V. Vovk, "Normalized nonconformity measures for regression conformal prediction," Proc. 26th IASTED Int. Conf. on Artificial Intelligence and Applications (AIA 2008), pp. 64–69, 2008. 
[3] J. Lei, M. G'Sell, A. Rinaldo, R. J. Tibshirani and L. Wasserman, "Distribution-free predictive inference for regression," JASA 113(523):1094–1111, 2018. arXiv:1604.04173

14



Luminary Public

Uncertainty Quantification: Per Sample Fields
From Scratch: Standard Splits

Guaranteed 90% (target value user specifiable) 
coverage per-sample.

Insights can drive architecture development or even 
point to data augmentation needs.

Sensibly Adaptive: Prediction intervals wider at grill & 
bonnet leading edge, wheel arches, windscreen 
header, A-pillars; narrower at roof, doors, etc.

15
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Figure: Coverage of Field UQ predictions. Covered denoted by 
blue, red denotes not covered at 90% prediction intervals.
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Can this be improved? Yes
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There is a lot of exploration to be performed
- incorporate geometry parameters
- Score as validation loss
- Network & hyperparameter optimizations
- model development informed by UQ

ongoing experiments since submission
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Can this be accelerated?
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Fine Tuning: two flavors
Fine Tuned: Standard Splits

Goal: accelerate time and/or cost to acceptable-accuracy
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Fine Tuning: from a related dataset
Fine Tuned: Standard Splits

open-source SHIFT datasets: 
https://huggingface.co/luminary-shift

other useful datasets of course exist

checkpoint produced from potential
geometric and flow condition differences

latent space assessments of similarity of datasets

SUV

Wing

Submarine

CCA

Pump

Missile

Crash

Battery

Truck

20Luminary SHIFT open-source datasets
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Fine Tuning: from a related dataset
Fine Tuned: Standard Splits
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summary of major differences in modeling approaches 
between source and target datasets

differences SHIFTSUV DrivAerML

wheel BCs rotating wall static wall

floor treatment translating floor 
patches

single no slip-slip 
transition line 

inflow velocity 31.3 m/s 38.9 m/s

underbody smooth EV detailed

open-source SHIFT datasets: 
https://huggingface.co/luminary-shift

other useful datasets of course exist

checkpoint produced from potential
geometric and flow condition differences

latent space assessments of similarity of datasets
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Fine Tuning: from a related dataset
Fine Tuned: Standard Splits
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SMART geometry latent space visualization of different 

automotive geometry datasets

open-source SHIFT datasets: 
https://huggingface.co/luminary-shift

other useful datasets of course exist

checkpoint produced from potential
geometric and flow condition differences

latent space assessments of similarity of datasets
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From SHIFT-SUV
Fine Tuned: Standard Splits
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Overall Score breakdown:
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Overall Score breakdown:
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From SHIFT-SUV
Fine Tuned: Standard Splits
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Run 382: from test set, median error across metrics

Cp: centerline
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Fine Tuning: from a related dataset
Fine Tuned: Standard Splits
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SMART geometry latent space visualization of different 

automotive geometry datasets

open-source SHIFT datasets: 
https://huggingface.co/luminary-shift

other useful datasets of course exist

checkpoint produced from potential
geometric and flow condition differences

latent space assessments of similarity of datasets

What if you donʼt have a related dataset?
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From RANS results
Fine Tuned: Standard Splits
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Pretraining Dataset:

RANS results Luminary solver) run on 337 of the 
DrivAerML sample geometries

81 samples for Validation set; no overlap with Test set

Cp contours
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From RANS results
Fine Tuned: Standard Splits
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Pretraining Dataset:

RANS results Luminary solver) run on 337 of the 
DrivAerML sample geometries

81 samples for Validation set; no overlap with Test set

velocity magnitude contours
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From RANS results
Fine Tuned: Standard Splits
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Pretraining Dataset:

RANS results Luminary solver) run on 337 of the 
DrivAerML sample geometries

81 samples for Validation set; no overlap with Test set

Notable Observations

Checkpoint data is better associated with geometry and 
flow conditions of relevance

RANS helps most where the flow is hardest to learn from 
a small DDES budget: wake and underbody probes

Cost of generating and training the RANS checkpoint 
implies a cross-over point of cost vs. benefit
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baseline
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From RANS results
Fine Tuned: Standard Splits
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Pretraining Dataset:

RANS results Luminary solver) run on 337 of the 
DrivAerML sample geometries

81 samples for Validation set; no overlap with Test set

Notable Observations

Checkpoint data is better associated with geometry and 
flow conditions of relevance

RANS helps most where the flow is hardest to learn from 
a small DDES budget: wake and underbody probes

Cost of generating and training the RANS checkpoint 
implies a cross-over point of cost vs. benefit

RANS fine tuned

baseline
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One minute mentions
Quick Hits
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Data assimilation
Correcting an AI flow surrogate with sparse experimental data for AutoCFD Case 2a

3333
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SMART SURROGATE

Fast & full-field

Predicts the whole flow in 
seconds, but carries surrogate 
errors relative to CFD.

EXPERIMENT

True, but sparse

Real pressure taps and velocity 
probes, measured only at a few 
hundred points.

CFD RERUN

Slow & imperfect

Hours of compute per design 
change, and still carries physics 
modeling errors vs. reality.

Can a small amount of experimental data correct 
the surrogate, without rerunning CFD?

Physics Informed: Data Assimilation
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surface pressure taps volumetric velocity probe rakes

Where is the experimental data?
Physics Informed: Data Assimilation
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Corrected field predictions
Physics Informed: Data Assimilation

36

Correction is learning both
- spatial correlation or error
- error magnitude

Assimilation not alignment: too few 
data points (only this geometry) to be 
able to generalize across samples

Spatial density of experiment sufficient 
to learn correlations

surface field correction
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Corrected field predictions
Physics Informed: Data Assimilation
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Correction is learning both
- spatial correlation or error
- error magnitude

Assimilation not alignment: too few 
data points (only this geometry) to be 
able to generalize across samples

Spatial density of experiment sufficient 
to learn correlations

Case 2a: 150 sensors used to train the correlation,
57 held out taps shown here
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Corrected field predictions
Physics Informed: Data Assimilation
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Correction is learning both
- spatial correlation or error
- error magnitude

Assimilation not alignment: too few 
data points (only this geometry) to be 
able to generalize across samples

Spatial density of experiment sufficient 
to learn correlations

volume field correction (in plane)
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Intuition informed losses
Focusing spatial attention mechanisms
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Physics Informed Loss Formulations
Physics Informed: Exploration

Concept: Focus spatial attention on Boundary 
Layer & Wake regions, & less on free stream, etc.

Not A PINN: regions & weights mathematically 
defined using supervision

   
 

Boundary layer Wake

40
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Physics Informed Loss Formulations
Physics Informed: Exploration

Concept: Focus spatial attention on Boundary 
Layer & Wake regions, & less on free stream, etc.

Not A PINN: regions & weights mathematically 
defined using supervision.

Result: Improved accuracy over all targets on 
DrivAerML, as well as other test cases. 

Model Val loss Volume rel-L2
|V|

Volume rel-L2 
p

Baseline 0.2044 0.1528 0.1162

PILF 0.1991 0.1495 0.1030
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Please reach out
memory@luminary.ai

4242


