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Numerical Simulations and Physics-AI for 

industry-grade engineering workflows.

From automated CAE data engines
to Physics-AI models and 

fully differentiable optimization pipelines.

What We Build at Pasteur Labs

Testbeds: Automated CAE data engines

Workspaces

power runs in

AutoPhysics: Pre-Conf. Components & Workflows Catalogue



DrivAerML
1. Our Flagship Models
2. Run Overview
3. Sequential vs. Combined vs. Separate Training 
4. Data Scarcity
5. Downsampling Impact
6. Explainable Models
7. Just run everything in the SI Platform



Courant: Interpretable Neural Surrogates for CAE

Kumar, Bjorgaard, Bouklas, Salvador, Lavin (arXiv:2605.25115)

● Neural surrogates speed up numerical simulations 

but behave as black boxes. 

● Unlike FEM, engineers cannot easily inspect or 

validate what they are doing.

● Courant stays accurate while also being explainable 

at scale

○ By tying latent embeddings to spatial 

anchors and using an affine decoder 

○ Every full-field prediction decomposes 

exactly into a local, adaptive, 

partition-of-unity-like basis.

https://arxiv.org/abs/2605.25115


RWR: Neural PDE Surrogate with Local and Global Processing 

message passing sees latent attention returns

the field a surrogate has to produce

sharp, but only within its reach the whole domain, but peaks averaged away

Kumar, Zimmermann, Bjorgaard, Chaplais, Bouklas, Salvador, Lavin (arXiv:2608.21677)

● Global surrogates (latent-token attention) act like a 

spatial low-pass filter and smooth over fine local detail.

● Local surrogates (mesh message-passing) capture fine 

details but cannot propagate information across large 

meshes.

● RWR interleaves both acting as the two halves of a 

multigrid cycle, one correcting low-frequency error, the 

other high-frequency error.

https://arxiv.org/pdf/2608.21677
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Run Overview



Surface - Full Split



Surface - Scarce Data - Score Breakdown

Mesh based model,
fits on 1 GPU



Submission Overview - Volume - Full Split



Submission Overview - Volume - Full Split



Training Strategy - Volume - Score Breakdown

Surface p as 
input



Training Strategy - Volume - Score Breakdown

Surface p as 
input



Training Strategy

Combined model as baseline

Surface p as 
input



Downsampling - Why and What is the Impact?

Why: Fit the problem 
to the resources at 

hand



Downsampling - Impact
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Downsampling - Comparison

Perfect model: 
100% accuracy   
on downsampled 
mesh



Downsampling - Comparison

Perfect model: 
100% accuracy   
on downsampled 
mesh



Explainable Models - Latent Decomposition - Analogy Harmonic Modes

Harmonic Modes Latent Decomp.



Explainable Models



Explainable Models



Chained Inference Workflow in SI Platform


